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INTRODUCTION 

Technologies are developing very fast, and they help us a lot in gathering 

data, processing, computing, and so on. With technologies, we receive a 

tremendous amount of data which can be very precious. The last one can contain 

information that is crucial for something. For example, having data about cancer 

a scientist can develop an algorithm that will determine cancer for the next person 

at an early stage so it will save a life. But only data without proper algorithms 

which can extract useful information is useless. For many years till today, a lot of 

scientists have searched for new models which can tackle high dimensions and 

still give good results.  

A lot of optimization algorithms are used in the machine learning field. 

Machine learning is closely related (and often intersects) with computational 

statistics, which also focuses on forecasting using computers. It has close links 

with mathematical optimization, which provides this field with methods, theory, 

and applied areas. 

Regression analysis is a section of mathematical statistics devoted to the 

methods of analysis oВf the dependence of one quantity on another. Regression 

analysis is used when the relationship between variables can be quantified in the 

form of some combination of these variables. The resulting combination is used 

to predict the value that can take the target (dependent) variable, which is 

calculated on a given set of values of input (independent) variables. This kind of 

analysis is widely used in machine learning.  

Lasso problem was introduced in order to improve the interpretability of 

regression models and prediction accuracy. But it brought some complexity due 

to the non-smooth convex 𝑙! term.  

Regression methods continue to be an area of active research. A lot of new 

algorithms were developed in recent decades. It is always a good idea to review 
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new methods and review standard packages for machine learning and artificial 

intelligence problems.  

The first purpose of this work is to review recent first and second order 

methods for regression with L1 regularization and summarize the information as 

a solver guide. Also, the second goal of this work is to model reviewed algorithms 

as machine learning algorithms with a proper structure of fit, predict, score 

functions in order to use them as ready libraries.  

This work can be used as a guide for algorithm selection when dealing with 

Lasso problem and applying ready discussed methods for own purposes.   
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CHAPTER 1. REGRESSION  

1.1. Regression analysis 
Relationships are everywhere in our lives. Sometimes we do not even 

notice them. However, every day by understanding how certain phenomena 

depend in others we learn to predict the consequences of our actions and to 

manipulate our environment.  

Some of the relationships are well-established and a person does not need 

to spend any time to distinguish them, although not all relationships are easy to 

discover or verify. In certain situations, we do not know an exact answer about 

the influence of one thing on another because maybe we do not have experience 

with such type of situations, or there is not enough data or analysis just need to 

be done.  

Such analysis of data aimed at discovering how one or more variables 

(called independent variables, predictor variables, or regressors) affect other 

variables (called dependent variables or response variables) has the name 

regression analysis. 

There are three types of regression. The first is the simple linear regression. 

The simple linear regression models the linear relationship between two 

variables. One of which is the dependent variable y and another one is the 

independent variable x. For instance, the simple linear regression can form the 

relationship between muscle strength (y) and lean body mass (x). The simple 

regression model is often written as follows: 

𝑦 = 	𝛽" +	𝛽!𝑥 + 𝜀	 

where 𝑦 is the dependent variable, 𝛽"	is the intercept, 𝛽! is the gradient of 

the regression line or the slope of the line, 𝑥 is the independent variable, and 𝜀 is 

the random error. It is commonly assumed that error 𝜀 is normally distributed 

with E(𝜀) = 0 and a constant variance Var(𝜀) = σ2 in the simple linear regression. 
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The second type of regression is the multiple linear regression which is a 

linear regression model with one dependent variable and more than one 

independent variable. The multiple linear regression assumes that the response 

variable is a linear function of the model parameters, and the model has more than 

one independent variable. The multiple linear regression model has the general 

form as follows: 

𝑦 = 	𝛽" +	𝛽!𝑥! +⋯+ 𝛽#𝑥# + 𝜀	 

where y is the dependent variable, 𝛽", 𝛽!, … , 𝛽# are regression coefficients, and 

𝑥!, 𝑥$,…, 𝑥% are independent variables in the model. In the classical regression 

setting it is usually assumed that the error term 𝜀 follows the normal distribution 

with E(𝜀) = 0and a constant variance Var(𝜀) = σ2. The main idea of simple linear 

regression is to establish the linear relationship between one dependent variable 

and another independent variable, while the focus of the multiple linear 

regression is the linear relationship between one response variable and more than 

one independent variable. The multiple linear regression involves more issues 

than the simple linear regression such as variance inflation, collinearity, graphical 

display of regression diagnosis, and detection of regression outlier and influential 

observation.   

The third type is non-linear regression which supposes that the relationship 

between a dependent variable and independent variables is not linear in regression 

parameters.  

Or we can define another classification of regression problems.  There are 

two groups of regression: 

• Simple regression – uses one variable as an input 

• Multiple regression – uses two or more variables as an input 
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Likewise, depending on the number of dependent or output variables, we 

can divide regression into: 

• Univariate regression – one dependent variable 

• Multivariate regression –two or more dependent variables 

The three most usually used regression models can be classified as: 

• Linear regression –assumes that we have a linear relationship between 

input and output variables, and a linear function is used to explain that 

relationship 

• Polynomial regression – close to linear regression, but it uses polynomials 

for estimating the relationship between variables 

• Logistic regression – uses a logistic function or logistic sigmoid function 

to model a probability for binary classification tasks 

Regression analysis is one of the most used statistical methods in practice. 

Applications of regression analysis can be found in many scientific areas 

including medicine, engineering, biology economics, geology, sociology, etc. 

The points of regression analysis are treble:  

1. Establish a casual relationship between response variable y and 

regressors  𝑥!, 𝑥$,…, 𝑥% 

2. Predict y based on a set of values of 𝑥!, 𝑥$,…, 𝑥% 

3. Screen variables 𝑥!, 𝑥$,…, 𝑥%	to identify which variables are more 

important than others to explain the response variable y so that the 

causal relationship can be determined more efficiently and accurately. 

Finally, the term regression is also hugely popular in a different context, as 

a class of machine learning algorithms. Commonly, we can notice that most 

problems of machine learning are categorized into two classes: 
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• Classification problems – the aim is to foresee a predefined label or class. 

For example, to predict if the letter is a spam or not, or to classify a cat on 

a photo 

• Regression problems – the goal is to assess. For example, to predict 

tomorrow’s price of market stock, or predict how much money the 

company will get from a client  

When a linear regression model is selected and a database is made, the next 

step is statistical computing. The goals of statistical computing are to solve for 

the actual model parameters and to perform model diagnosis. Numerous user-

friendly statistical softwares have been improved to make the regression analysis 

easier and more effective.  

This type of analysis is not new at all. In 1805 Adrien-Marie Legendre as 

well as Carl Friedrich Gauss 1809 applied the method of least squares to the 

problem of determining, from astronomical observations of the orbits of bodies 

about the Sun. However, only in the 19th century Francis Galton used the term 

“regression” to describe a biological phenomenon. For him, regression had just 

this biological explanation, but other scientists later expanded his work to a more 

common statistical context.  

1.2. Linear regression 
In statistics, linear regression is a linear method to model the relationship 

between a dependent variable and one or more independent variables. The 

process is called simple linear regression when it is one independent variable. 

When we have more for more than one variable, it is called multiple linear 

regression.  

In linear regression, linear predictor functions are used to model the 

relationships and their unknown model parameters are calculated from the data. 

Such models are called linear models. Same as all kinds of regression analysis, 
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linear regression is concentrated on the response probability given the values of 

the predictors, rather than on the intersection of all these variables, which is the 

domain of analysis of variance. 

Linear regression was the first sort of regression analysis that was studied 

strictly and was used widely in practical applications. This is because it is easier 

to fit a model that depends linearly on its unknown parameters than a model that 

is non-linearly related to its parameters. The resulting estimators’ statistical 

properties are easier to find out. 

 

 
 

Figure 1.1.: Illustration of linear regression on a data set. 

The least-squares method is the most popular method to fit linear 

regression models, but they are other ways they could be fitted, for instance, 

minimizing the "lack of fit" in some other norm, or by reducing a penalized form 

of the least-squares cost function as in ridge regression and lasso.  

Given a data set *𝑦, 𝑥&!	, … , 𝑥&#- 	𝑖 = 1, 𝑛	of n statistical units, the linear 

regression model main assumption is that the relationship between the dependent 

variable y and the p-vector of independent x is linear. There is also a variable error 

𝜀 — an unobserved random variable that adds "noise" to the linear relationship 
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between the dependent variable and regressors. In matrix term, the model takes 

the form 

𝑦 = 𝑋𝛽 + 	𝜀, 

where 𝑦 = 2
'!
'"...
'#

3, 𝑋 = 	4
1 ⋯ 𝑥!#
⋮ ⋱ ⋮
1 ⋯ 𝑥%#

7, 𝛽 = 	4
)$
	)!...
	)%

7, 𝜀 = 	2
+!
+"...
+#

3. 

The concept behind fitting a linear model to a given data set is to estimate 

the regression coefficients 𝛽 such that the error term 𝜀 = 𝑦 − 𝑋𝛽 is minimized. 

For instance, it is common to use the sum of squared errors ‖𝜀‖$$ as a measure of 

𝜀 for minimization. 

1.3. Estimation methods for linear regression  
To fit data to a linear model generally means to find regression coefficients 

that minimize a loss function. The most common way to fit a regression line is 

the least-squares method. This method quantifies the best-fitting line for the 

observed data by minimizing the sum of the squares of the vertical deviations 

from all data points to the line. 

The least-squares method for the simple linear regression is to find the 

estimates b0 and b1 such that the sum of the squared distance from actual response 

yi and predicted response 𝑦,: = 	𝛽" +	𝛽!𝑥- gets to the minimum among all 

possible options of regression coefficients 𝛽" and 𝛽! . i.e.,  

	𝛽; = argmin
)
B[𝑦& − 𝛽𝑥&]$,
%

&.!

 

where 𝛽 and 𝑥& are vectors.  

The least-squares principle’s goal is to estimate parameters by picking the 

regression line that is the “closest” line to all data point (𝑥& , 𝑦&).  
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Now putting the independent and dependent variables in matrices 𝑋 and 𝑌 

respectively, we can rewrite the loss function as: 

𝐿 = ‖𝑋𝛽 − 𝑌‖$$ = (𝑋𝛽 − 𝑌)/(𝑋𝛽 − 𝑌) =	

𝑌/𝑌 − 𝑌/𝑋𝛽 − 	𝛽𝑋/𝑌 +	𝛽/𝑋/𝑋𝛽. 

As the loss is convex, the optimal solution is when the gradient is zero. The 

gradient of the loss function is (with the use of the Denominator layout 

convention): 

𝜕𝐿
𝜕𝛽

= 	
𝜕(𝑌/𝑌 − 𝑌/𝑋𝛽 − 	𝛽𝑋/𝑌 +	𝛽/𝑋/𝑋𝛽)

𝜕𝛽
= 	−2𝑋/𝑌 + 2𝑋/𝑋𝛽 

Setting the gradient to zero gives the optimum parameter: 

−2𝑋/𝑌 + 2𝑋/𝑋𝛽 = 	0	

⟹	𝑋/𝑌 = 	𝑋/𝑋𝛽	

⟹	𝛽; = (𝑋/𝑋)0!𝑋/𝑌 

This method to calculate parameters calls closed-form expression.  

This algorithm has pros and cons. Advantages look nice: 

• No learning rate 

• No iterations 

• Feature scaling is not necessary. 

But this simple method has some disadvantages that make it not appealing to use 

in machine learning algorithms, namely: 

• It is computationally expensive when the dataset is big 

• Slow when the sum of features is more 

• Running Time is O(n³) 

• Sometimes, (𝑋/𝑋) is non-invertible, i.e., a singular matrix with no inverse. 
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The mentioned algorithm is slow and is not suitable for a very big dataset. 

Nowadays, when all computations are done with a computer and datasets has 

usually an enormous size it is crucial that an algorithm was suitable for resolving 

a problem with a moderate amount of time. That is why algorithms with iterations 

are much more popular and useful. Let’s consider the most basic yet popular 

algorithm with a different approach from the previous one - gradient descent. 

Gradient descent is an optimization algorithm for calculating the minimum 

of function which with every iteration moves in the direction of the steepest 

descent as defined by the negative of the gradient. It is used to update the 

parameters of a model in machine learning. 

 
Figure 1.2.: Loss function in gradient descent 

 
A learning rate is used for each match of input and output values. It is a 

scale factor and coefficients are updated in direction to the minimizing error. 

While a minimum sum of squared error is reached, or no further improvement is 

possible the process is repeated. 
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Figure 1.3.: Different learning rates in gradient descent 

 
When the method is used, learning rate alpha determines the size of step 

improvement to use on each iteration of the procedure.  

Mathematically speaking, the equation for Gradient Descent is 

𝑥12! = 𝑥1 − 	𝛼∇𝑓(𝑥1), 

where 𝛼	is learning rate. This algorithm had own disadvantages so a lot of 

research were made to improve it and nowadays, there are many methods that 

you can use instead of it but most of them kept the ideas about iterations and 

gradient.  

1.4. Logistic regression 
Logistic regression is a statistical model used to predict the probability of 

an event occurring by comparing it with a logistic curve. This regression gives 

the answer as the probability of a binary event (1 or 0). 

Logistic regression predicts the probability of an event based on the values 

of a set of features. To do this, a dependent variable y is introduced, which takes 

the values 0 and 1 and a set of independent variables 𝑥!, 𝑥$,…, 𝑥% based on the 

values of which it is required to calculate the probability of accepting one or 

another value of the dependent variable. 

Binary variables are very common in statistics to model the probability of 

a certain class or taking place of an event, such as the probability of a rain today, 

a patient being healthy, etc. and since about 1970 the logistic model has been the 

most used model for binary regression. When there are more than two possible 

values, binary variables can be generalized to categorical variables (e.g., whether 

an image is of an apple, banana, orange, etc.), and the binary logistic regression 

can be generalized to multinomial logistic regression. For ordered multiple 

categories ordinal logistic regression can be applied. The main idea of logistic 
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regression is to model the probability of output by giving input and does not 

perform statistical classification however it can be used to make a classifier, for 

example by choosing a cutoff value and if the probability of classifying inputs is 

greater than the cutoff so it can be one class, below the cutoff should be the other; 

this is a general way to make a binary classifier. 

The standard logistic function is used in logistic regression. The one has 

the following form:  

𝑝(𝑥) =
1

1 + 𝑒0)$0)!3
 

 
 

Figure 1.3.: The standard logistic function 
 

The common way to estimate the parameters of logistic regression is a 

maximum-likelihood estimation (MLE). Unlike linear least squares, this 

estimation does not have a closed-form expression. Logistic regression by MLE 

plays a similarly basic role for binary or categorical responses as linear regression 

by ordinary least squares (OLS) plays for scalar responses: MLE is a simple and 

well-analyzed baseline model.  

In 1944 Joseph Berkson originally developed and popularized the logistic 

regression as a general statistical model. Logistic regression is used in different 

fields, including machine learning, social sciences, and most medical fields. 
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CHAPTER 2. REGULARIZATION 

2.1. Definition and usage  
Regularization has a lot of useful properties. The main idea is the addition 

of a “penalty” term to the best fit derived from the trained data. That allows 

achieving a lesser variance within the tested data as well as restricts the predictor 

variables' influence over the dependent variable by compressing their 

coefficients. 

A regularization term (or regularizer) 𝑅(𝑓) is added to a loss function: 

min
4
B𝑉(𝑓(𝑥&), 𝑦&)
%

&.!

+ 	𝜆𝑅(𝑓),	 

where 𝑉 is an underlying loss function, such as the square loss or hinge loss and 

𝜆	is a parameter that controls the importance of the regularization term. 𝑅(𝑓) is 

typically chosen to impose a penalty on the complexity of 𝑓.  

A regularization theoretical justification is that it tries to impose Occam's 

razor on the solution (as in figure 2.1).  

 

 
Figure 2.1.: Different approaches for regression. 

Regularization can be explained as a technique to improve the learned 

mode generalizability. Regularization is used in machine learning to achieve a 
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model work well not only with training or test data but also with the data it’ll 

receive in the future. In summary, to achieve this, regularization shrinks the 

weights toward zero to discourage complex models. Accordingly, this avoids 

overfitting and reduces the variance of the model. Regularization is a crucial 

concept that helps avoid overfitting of the data, especially when there is much 

variation in the trained and test data. 

The same idea arose in many fields of science. A simple form of 

regularization applied to integral equations is essentially a trade-off between 

fitting the data and reducing the norm of the solution. Non-linear regularization 

methods, including total variation regularization, have become popular more 

recently. 

2.2. LASSO 
Lasso regression is a regularization technique. “LASSO” is actually the 

acronym and it stands for Least Absolute Shrinkage and Selection Operator. For 

a more accurate prediction, it is used over regression methods. This model uses 

shrinkage. Shrinkage is where data values are shrunk towards a central point as 

the mean. When models show high levels of multicollinearity as well as a big 

number of parameters that can be omitted this regression works very well.  

Lasso regression performs L1 regularization, which means that it adds a 

penalty that is equal to the absolute value of the magnitude of coefficients. This 

type of regularization can produce sparse models with few coefficients because 

some coefficients can become zero and be eliminated from the model. The larger 

penalties the coefficient values are closer to zero, which is ideal for producing 

simpler models. There is one more popular regularization type, L2 regularization 

(Ridge regression) and it does not eliminate coefficients or produce sparse 

models.  Actually, this property makes the Lasso much easier to interpret than the 

Ridge. 
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Lasso can be found in geophysics literature dating to 1986 but it was 

popularized and rediscovered by Statistician Robert Tibshirani in 1996. 

At the time, the mentioned ridge regression was the most popular technique 

for improving prediction error - in order to reduce overfitting, it shrinks the sum 

of the squares of the regression coefficients to be less than a fixed value, however 

it lucks to perform covariate selection and therefore it does not make the model 

any more interpretable. 

On the other hand, Lasso achieves both goals by making the sum of the 

absolute value of the regression coefficients to be less than a fixed value, which 

shrinks certain coefficients to zero, omitting them from impacting prediction.  

Lasso problem for linear regression as defined by 

(1)																							𝑚𝑖𝑛𝑖𝑚𝑖𝑧𝑒	𝜑(𝑥) = 	
1
2
	‖𝐴𝑥 − 𝑏‖$$ + 	𝜇‖𝑥‖!,			𝑥 ∈ ℝ%, 

where A is an 𝑚	 × 	𝑛 matrix, 𝜇 > 0, 𝑏 ∈ ℝ5, and where  

‖𝑥‖! =	B|𝑥&|
%

&.!

	𝑎𝑛𝑑	‖𝑥‖$ = 2B|𝑥&|$
%

&

3
!/$

	𝑓𝑜𝑟	𝑥 = (𝑥!, … , 𝑥%). 

Lasso problem belongs to the class of convex composite optimization 

problems. Indeed, we can represent 𝜑(𝑥)	as minimizing the nonsmooth convex 

function 𝜑(𝑥) = 𝑓(𝑥) + 𝑔(𝑥),		where in the case of linear regression 

(2)																																											𝑓(𝑥) = 	
1
2
f𝐴g𝑥, 𝑥h + f𝑏i, 𝑥h +	𝛼j	 

(3)																																																										𝑔(𝑥) = 	𝜇‖𝑥‖! 

with 𝐴g = 𝐴 ∗ 𝐴, 𝑏i = 	−𝐴 ∗ 𝑏, 𝑎𝑛𝑑	𝛼j 	= 	 !
$
	‖𝑏‖$,  and where the matrix 𝐴g is 

symmetric and positive-semidefinite. The Lasso problem always admits an 

optimal solution.  
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A tuning parameter, 𝜇 controls the strength of the L1 penalty. 𝜇 is basically 

the amount of shrinkage:  

1. When 𝜇 = 0, no parameters are eliminated. The estimate is equal to the 

one found with linear regression. 

2. When 𝜇 increases, it leads more coefficients to zero and elimination 

(theoretically, when 𝜇 = ∞, all coefficients are eliminated). 

3. As 𝜇 increases, bias increases. 

4. As 𝜇 decreases, variance increases. 

The loss function of the lasso consists of the two terms and one of them is 

not differentiable. However, a lot of algorithms and techniques from convex 

analysis and optimization theory were adapted to be able to minimize the lasso 

loss function.  These include subgradient methods, coordinate descent, proximal 

gradient methods, and least-angle regression (LARS). Subgradient methods can 

be called the natural generalization of traditional methods such as stochastic 

gradient descent and gradient descent when the objective function is not 

differentiable at all points. Because of flexibility and performance, proximal 

methods have become very popular and now they are an area of active research. 

Of course, to choose a method you need to consider the particular lasso variant, 

the available resources, and data. 

In the next chapter, methods will be discussed which are dealing with a 

composite problem when one term is not smooth but as a representation of this 

type of problem, the Lasso formulation will be used as the main one.   
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CHAPTER 3. METHODOLOGY 

As it was shown, the Lasso problem has its own characteristic, namely, we 

need to apply algorithms that are suitable for non-smooth functions. Generally, 

popular methods for optimization are divided into two big groups – first-order 

methods and second. The first one uses only first derivative or in the case of non-

smooth optimization some proximation of it meanwhile the second type requires 

to use second derivative or some analogy to it.  

This chapter will be discussed both types of algorithms which can be 

applied to the Lasso problem. For each will be present theoretical explanations, 

algorithms in a pseudo-code style, and some numerical representation of 

algorithms to have the ability using software capabilities. 

For first-order methods, there will be two methods that are completely 

different. The first algorithm FISTA has roots from gradient descent algorithms 

but with the proximal operator. While the second one Chambolle-Pock is an 

algorithm from the splitting methods class that used saddle-point structure and 

primal-dual functions. 

GDNM was selected among second-order methods. It is one of the newest 

algorithms with a great convergence by Mordukhovich.  

3.1. First order methods 

3.1.1 Fast Iterative Shrinkage-Thresholding  

FISTA is a very popular method for solving such problems as Lasso, but it 

is mostly based on another algorithm ISTA. First, we will represent ISTA and 

then show the way it was changed.  

ISTA - is the class of iterative shrinkage-thresholding algorithms where 

each iteration involves matrix-vector multiplication involving 𝐴 and 𝐴/ followed 

by a shrinkage/soft-threshold step. Specifically, the general step of ISTA is: 
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𝑥12! = 𝒯78(𝑥1 − 2𝑡𝐴/(𝐴𝑥1 − 𝑏)) 

where 𝑡 is an appropriate step size and 𝒯∝:	ℝ% →	ℝ% is the shrinkage 

operator or proximal operator for ℓ!term defined by: 

(4)																																														𝒯:(𝑥)& = (|𝑥&| − 𝛼) + sgn(𝑥&) 

This algorithm can be traced back to the proximal forward-backward 

iterative scheme within the general framework of splitting methods in the 

optimization literature. 

Consider the unconstrained minimization problem of a continuously 

differentiable function 𝑓:	ℝ% → ℝ	: 

min 	{𝑓(𝑥):	𝑥 ∈ ℝ%}. 

One of the simplest methods for solving it is the gradient algorithm which 

generates a sequence {𝑥1} via  

𝑥; ∈ ℝ%, 𝑥1 = 𝑥10! −	𝑡1∇𝑓(𝑥10!), 

where 𝑡1 > 0 is a suitable step size. It is very well known that the gradient 

iteration can be viewed as a proximal regularization of the linearized function 𝑓	at 

𝑥10!, and written equivalently as 

𝑥1 = argmin
3

{𝑓(𝑥10!) +	⟨𝑥 − 𝑥10!,∇𝑓(𝑥10!)⟩ +
1
2𝑡1

‖𝑥 − 𝑥10!‖$x 

Adopting this same basic gradient idea to the non-smooth 𝑙! regularized 

problem 

min{𝑓(𝑥) + 𝜆‖𝑥‖!:	𝑥 ∈ ℝ%} 

leads to the iterative scheme 

𝑥1 = argmin
3

{𝑓(𝑥10!) +	⟨𝑥 − 𝑥10!,∇𝑓(𝑥10!)⟩ +
1
2𝑡1

‖𝑥 − 𝑥10!‖$ + 𝜆‖𝑥‖!x 
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After ignoring constant terms, this can be rewritten as 

									𝑥1 = argmin
3

y
1
2𝑡1

‖𝑥 − (𝑥10! − 𝑡1∇𝑓(𝑥10!))‖$+𝜆‖𝑥‖!} 

Since the ℓ! norm is separable, the computation of 𝑥1 reduces to solving a one-

dimensional minimization problem for each of its components, which by simple 

calculus produces  

𝑥1 =	𝒯78&f𝑥10! −	𝑡1∇𝑓(𝑥10!)h, 

where 𝒯∝:	ℝ% →	ℝ% is the shrinkage operator. 

Thus, with 𝑓(𝑥) = 	‖𝐴𝑥 − 𝑏‖$$, the popular ISTA is recovered as a natural 

extension of a gradient-based method. Many researchers have developed and 

analyzed various techniques for ISTA. For convergence of 𝑥1 to a minimizer 𝑥∗ 

there is a typical condition that 𝑡1	 ∈ (0,
!

||>'?||
).  

ISTA is considered an extension of the classical gradient method. 

Therefore, ISTA belongs to the class of first-order methods, which are 

optimization methods that are based on function values and gradient evaluations. 

It is believed that first-order methods are often the only practical option for large-

scale problems, but the sequence {𝑥1} converges quite slowly to a solution. ISTA 

behaves like 

𝐹(𝑥1) − 𝐹(𝑥∗) 	≃ 𝑂(
1
𝑘
) 

which means it shares a sublinear global rate of convergence. 

Amir Beck and Marc Teboulle were working on the important question of 

whether it is possible to devise a faster method than the iterative shrinkage-

thresholding scheme described above, in the sense that the computational effort 

of the new method will keep the simplicity of ISTA, while its global rate of 

convergence will be significantly better, both theoretically and practically. And 
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in 2009 they published a paper about a new ISTA with an improved complexity 

result of 𝑂 ~ !
1"
� which they called fast ISTA – FISTA [1].  

The main improvement is an additional point that is smartly chosen and 

easy to compute. The algorithm with a constant stepsize: 

 

where 𝑝@(𝑦) = 	 argmin
3

�𝑔(𝑥) + @
$
�𝑥 − �𝑦 − !

@
∇𝑓(𝑦)��

$
� is proximal operator 

which can be computed explicitly for ℓ! term as (4).  

The main difference between the above algorithm and ISTA is that the 

iterative shrinkage operator is not employed on the previous point 𝑥1, but rather 

at the point 𝑦1 which uses a very specific linear combination of the previous two 

points {𝑥10!, 𝑥10$}. Obviously, the main computational effort in both ISTA and 

FISTA remains the same, namely, in the proximal operator. The requested 

additional computation for FISTA in the steps is clearly marginal.  

In [1] paper authors proved complexity result of 𝑂 ~ !
1"
�. 

FISTA with constant step size

Input: ! = ! # − %		Lipschitz	constant	of	3#.

Step 0. Take 5! = 6" ∈ ℝ#, :! = 1.

Step k. < ≥ 1 		Compute

!! = #" $! ,

&!#$ =
$# $#%&!"

' ,

$!#$ = !! + &!($
&!#$

(!! − !!($).
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3.1.2 Chambolle-Pock 

Chambolle-Pock (CP) method is a powerful splitting method that can solve 

a wide range of constrained and non-differentiable optimization problems. CP 

approach usually does not require expensive minimization sub-steps. 

The CP algorithm, as proposed in [2], is a first-order primal-dual hybrid-

gradient method for non-smooth convex optimization problems with known 

saddle-point structure 

max
'	A	B

min
3	A	C

	((𝐴𝑥, 𝑦) + 𝑔(𝑥) − 𝑓∗(𝑦)), 

where 𝑋 and 	𝑌 are Hilbert spaces with inner product and norm, a is a continuous 

linear operator, 𝑔: 𝑋 → [0, +∞]	 and 𝑓: 𝑌 → [0, +∞] are proper, convex and 

lower semi-continuous functionals, and 𝑓∗ is the convex conjugate of 𝑓. 

The saddle-point problem is a primal-dual formulation of the primal 

minimization problem  

min
3	AC

f𝑔(𝑥) + 𝑓(𝐴𝑥)h. 

The corresponding dual maximization problem is  

max
'	AD

f𝑔∗(−𝐴∗𝑥) − 𝑓∗(𝑦)h 

with 𝐴∗	being the adjoint of the operator 𝐴. The general algorithm is the next one: 

Chambolle-Pock with constant step size

Step 0. Choose !, # > 0, & ∈ 0,1 , )!, *! ∈ +×- and set )̅! = )!.

Step n. 1 ≥ 0 : Update )", *", )̅" as follows:

*"#$ = 4 + #67∗ &$(*" + #9)̅")
)"#$ = 4 + !6; &$()" − !9∗*"#$)
)̅"#$ = )"#$ + &()"#$−		)")
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In a case of Lasso problem, we have 𝑓(𝐴𝑥) = 	 !
$
	‖𝐴𝑥 − 𝑏‖$$ , 𝑔(𝑥) =

	𝜇‖𝑥‖!, 𝑓∗(𝑥) = !
$
‖𝑥‖$$ + (𝑥, 𝑏). 

A simple choice of step size parameters is 𝜏 = 	𝜎 < !
‖?‖

, since the 

requirement 𝜏𝜎‖𝐴‖$ < 1	guarantees convergence of the algorithm. 

In the above algorithm, we have subgradients of functions and adjoint 

functions which makes it difficult to code. So the below algorithm represents an 

explicit formulation for Lasso linear regression problem.   

 

In the algorithm, 𝑝𝑟𝑜𝑥F[𝑔](𝑦) is just proximal operator for ‖∙‖! which explicit 

formula is (4) and  

𝑝𝑟𝑜𝑥G[𝑓∗](𝑦) = 𝑎𝑟𝑔𝑚𝑖𝑛'( �−
!
$
‖𝑦H‖$$ + 〈𝑦H, 𝑔〉I +

J'0'(J"
"

$G
� = '0GK

!2G
. 

 

 

Chambolle-Pock with constant step size

Input: ! = ! # − %		Lipschitz	constant	of	3#.

Step 0. Take 5! = 0, 8! = 8!	, 9 = 1/!, < = 1/!, = = 1;

Step k. > ≥ 1 		Compute

5"#$ = DEF8% #∗ (5" + <%8̅")

8"#$ = DEF8' K (8" − 9%5"#$),

8̅"#$ ← 8"#$ + =(8"#$ − 8").
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3.2. Second order methods 

3.2.1 Generalized Damped Newthon Method 

The classical Newton method is considered a highly efficient algorithm to 

solve unconstrained optimization problems of the type  

𝑚𝑖𝑛𝑖𝑚𝑖𝑧𝑒	𝜑(𝑥), 𝑥 ∈ ℝ%	 

with 𝐶$-smooth objective functions 𝜑, with the Hessian matrix ∇$𝜑(�̅�) be 

positive-definite at the reference solution �̅� and the starting point 𝑥" is chosen 

sufficiently close to �̅�. In this case, the Newton iterations are expected to have the 

local convergence with a quadratic rate. 

Various line search algorithms are implemented to solve the optimization 

problem globally by using iterative procedures of the form  

𝑥12! = 𝑥1 + 𝜏1𝑑1	𝑓𝑜𝑟	𝑎𝑙𝑙	𝑘	 ∈ ℕ 

with a step size 𝜏1 ≥ 0 and a search direction 𝑑1	≠ 0. For Newton-type methods, 

the search directions are chosen by solving the linear equations 

−∇𝜑(𝑥1) = 𝐻1𝑑1 

where 𝐻1 = ∇$𝜑(𝑥1) in the classical case, while for various quasi-Newton 

methods 𝐻1 is an appropriate approximation of the Hessian. When 𝐻1 is positive-

definite, an algorithm with the backtracking line search is called the damped 

Newton method while a fixed step size is used as the pure Newton method.  

In this work, Generalized Damped Newthon Method (GDNM) is used 

which was presented in 2021 by Boris Mordukhovich. The main idea behind the 

improvement of GDNM is a replacement of the classical Hessian ∇$𝜑 of 𝐶$-

smooth functions by the generalized Hessian (or second-order subdifferential) 

𝜕$𝜑 of extended-real-valued, lower semicontinuous ones. This construction was 

introduced as the coderivative of the subgradient mapping by Mordukhovich. 
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The general algorithm is the follow one: 

 

 

 

 

 

 

 

 

Generalized Damped Newthon Method

Step 0. !! ∈ ℝ", % > 0	such	that	/ ≔ 1 − 	%3 ≻ 0, 5 ∈ 0,
#
$ , 6 ∈ 0,1 	

Step k. 8 ≥ 1 		Compute

If ∇@% !& = 0,	stop. 

Otherwise set B& ≔ !& − 	% 3!& + D , E& ≔ Prox'((B&)

Find K& ∈ ℝ" LM

−	
1

%
!& − E& − 3K& ∈ N$O E&,

1

%
B& − E& !& − E& + K&

Set P& = 1

while @% !& + P&K& + 5P& ∇@% !& , K& do

set  P& ≔ 	6P&

end while

Set !&)# ≔ !& + P&K&
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And the explicit algorithm for Lasso problem: 

 

 

 

GDNM for Lasso

Input: Λ ∈ ℝ!×#, % ∈ ℝ!, &

Step 0. Set ' = 0 and choose starting point *$ ∈ ℝ#. Then do the following 

Choose , ∈ 0, %& , - ∈ 0,1 .

Define / = Λ'Λ, 0 = −Λ'% and choose 2 such that 0 < 2 < %
(!"#(*)

.

Calculate 4 ≔ 6 − 2/ ,%, 7 ≔ 240, 8 ≔ 	4 − 6.

Define the function : and its gradient as

: * = %
& 8'; '* + 7'* + 2& 8=>?-. . $(*) + %

& * − 8=>?-. . $ *
&
,

∇: * = 4* − 8=>?-. . $ * + 7.

Step k. If ∇: *0 = 0, then stop. Otherwise, set C0 ≔ 8=>?-. . $ * .

Consider matrix D0 given by 

D0 1 ≔ E
81					if					C1

0 ≠ 0,	
41					if					C10 = 0.	

Find direction I0 ∈ ℝ# which is the solution of linear system D0I = −∇: *0 .

Set J0 = 1. Do J0 ≔ -J0, until

: *0 + J0I0 ≤ : *0 + ,J0 ∇: *0
'
I0.

Compute *02%by *02% ≔ *0 + J0I0. 

Output: ?0 ≔ 4*0 + 7.
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CHAPTER 4. IMPLEMENTATION 

4.1. Program language python 
Python is a high-level open-source programming language used to build 

both standalone applications and scripting applications for a wide range of 

applications. 

The language was conceived as a descendant of the ABC language, which 

would allow exception handling and interoperability with the Amoeba operating 

system, an open distributed operating system that gives the user access to a 

computer network as a single workstation. Guido van Rossum began developing 

the language in 1989 at the Center for Mathematics and Computer Science (CWI) 

in the Netherlands. 

Python fully supports object-oriented and structured programming, and 

many of the tools in this language also allow you to take advantage of functional 

and aspect-oriented programming. Many paradigms, such as logic programming, 

are available in this language through specialized extensions. 

Among the advantages of this programming language are several main: 

• High-quality software. 

• Development performance. 

• Portability of programs. 

• Convenient integration of components. 

• Convenient package management system. 

Python uses pip to install and uninstall external dependencies. This tool 

provides the ability to install a large number of third-party libraries that allow you 

to focus the development process on elements that are specific to the specific 

product being developed. 
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Software written in Python has a modular structure. All names defined at 

the top level of the module file are represented as attributes of the imported object 

of this module. Several program modules can be combined into packages. 

Python is a dynamically typed programming language. The type of variable 

in the program is determined only during its execution. 

Base types also support integer type int of arbitrary length and complex 

numbers. Collections in this language include tuples, lists, dictionaries, and sets. 

In addition to the above features, Python provides extensive object-

oriented programming capabilities. In addition to the usual encapsulation, 

polymorphism, and inheritance, the language supports metaprogramming, 

support for multiple inheritances, overloading most operators, and simulating 

fields using functions, static methods, methods, class fields, and more. 

The most popular libraries for analysis are pandas, numpy, scikitlear. Also 

there is a very popular library matplotlib which is used for data visualization.    

The fundamental package for scientific computing in python is. Due to its 

official documentation: “Numpy is a Python library that provides a 

multidimensional array object, various derived objects (such as masked arrays 

and matrices), and an assortment of routines for fast operations on arrays, 

including mathematical, logical, shape manipulation, sorting, selecting, I/O, 

discrete Fourier transforms, basic linear algebra, basic statistical operations, 

random simulation and much more” [9]. 

Pandas is a software library written in Python for data manipulation and 

analysis. The library contains data structures that allow you to work with numeric 

tables and time series. The software is publicly available under the BSD license. 

The name of the library comes from the term "panel data" - panel data used in 

econometrics for data sets, which includes observations over several periods of 

time for the same persons or phenomena. The peculiarity of pandas is that this 
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library is very fast, flexible, and expressive. Pandas is great for working with one-

dimensional and two-dimensional data tables, well-integrated with the outside 

world - it is possible to work with CSV files, Excel spreadsheets. Therefore, we 

can identify the main advantages of using this library: 

• Data presentation 

• Less writing and more work 

• Large set of features 

• Effectively processes big data 

• Pandas helps save a lot of time by importing large amounts of data very 

quickly. 

• Makes data flexible and customizable 

• Created for Python 

For machine learning, Scikit-learn (Sklearn) is considered the most useful 

and robust library in Python. Its numerous functions and modules provide 

efficient tools for statistical modeling and machine learning including regression, 

classification, clustering, and dimensionality reduction via a consistence interface 

in Python. This library is written in Python and built upon NumPy, SciPy and 

Matplotlib. 

The Python programming language has considered one of the most popular 

programming languages in the world, thanks to the many features and high 

performance it provides, as mentioned earlier. Thus, having the ability to use 

Pandas in Python, also opens the possibility to use the power of various other 

functions and libraries that are in Python. Some of these libraries have been listed 

before, namely NumPy, Pandas, Matplotlib, and more. Because of all listed 

properties, Python was selected for this work.  
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4.2. Description of datasets 
For the experiments, 3 three datasets were used. They have different shapes 

and fields. There will be a brief description of the structure and variables. EDA 

was done before applying any algorithms. In every dataset target distribution, 

correlation matrix, and pair plots were checked. 

After EDA, every dataset is split into train and test sets and every test set 

is about 20% of all data.  

Diabetes.  

The first dataset is the smallest one. It was presented in a work [12] and 

became quite popular as a base dataset to test algorithms. Now it is available 

directly in sklearn package in module ‘datasets’ 

Authors from [12] describe this dataset as the following one: “For each of 

n = 442 diabetes patients, ten baseline variables, age, sex, body mass index, 

average blood pressure, and six blood serum measurements were obtained, as 

well as the response of interest, a quantitative measure of disease progression one 

year after baseline. The statisticians were asked to construct a model that 

predicted response y from covariates.”  

A quick look at data to understand what all variables represent: 

 

In the diabetes dataset target variable is called “progression”. The target 

distribution is in the Figure 4.1. As we can see the data is slightly skewed but 

reminds of the normal distribution curve.  
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Figure 4.1.: Target distribution plot 

As we have 10 variables is hard to display the whole correlation matrix, so 

the top correlations with the target variable were chosen and shown. And for the 

same reason pair plots are only with the variables which have the highest 

correlation with the target value. It is clearly seen in Figure 4.3 that variables bmi 

and s5 have linear relationships with the dependent variable. That is the indicator 

of using linear regression to fit the given data and make a highly accurate 

prediction.  

 
Figure 4.2.: Diabetes heatmap with the correlation matrix. 
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Figure 4.3.: Diabetes pair plots. 

Insurance 

The next dataset is about medical costs. It is a very popular problem for 

many years. The person pays insurance costs based on their life. So this dataset 

contains 1338 rows and 7 columns. The columns represent the next information 

where charges is the target variable: 

• age: age  

• sex: insurance contractor gender, female, male 

• bmi: body mass index 

• children: number of children covered by health insurance  

• smoker: if a person is smoking 

• region: the residential area in the US, northeast, southeast, southwest, 

northwest. 

• charges: medical costs that are billed by health insurance 
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Figure 4.4.: Target distribution plot 

 
Figure 4.5.: Insurance heatmap with the correlation matrix. 
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This dataset is interesting because it has categorical variables, and the 

target variable has outliers. As we can see, the smoker variable has some 

relationship with the target variable which can be very useful.  

House Sale 

This dataset contains house sale prices for King County. Homes were sold 

between May 2014 and May 2015. The shape of the dataset is (21613, 20). So, 

this dataset is much bigger than the previous ones.  

The target variable is the price. All other indicate characteristics of a house 

and its area. In Figure 4.6. we can see that the target has a long tail which means 

it has outliers.  

 
Figure 4.6.: Target distribution plot 

 
Figure 4.7.: House sale heatmap with the correlation matrix. 
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Figure 4.8.: House sale pair plots. 

In Figure 4.7. we can see that several features have a high correlation with 

the dependent variable 

4.3. Experiments  
For experiments, machine learning algorithms for solving linear regression 

with ℓ! regularization were coded with different solvers, namely FISTA, GDNM, 

and CP. There were created three classes, respectively, and each inheritances 

Base Class where all main functions are defined.  

We compare the value of objective function but also different metrics such 

as R2 and MSE for prediction.  

For the first diabetes dataset value of the objective functions changes in 

this way: 
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And we have such value of function with metrics: 

 
 

GDNM performs better than others and converges faster, however, CP is 

not that worse and takes less time to compute one iteration.  

 For the second insurance dataset, we have the following results 

 
Here we have drastic differences between algorithms. GDNM converges 

pretty fast while FISTA and CP do not reach a minimum in a range of 1000 

iterations. If we change max iteration to 4000 we receive next results 
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and still, GDNM did a better job even after 4000 iterations other algorithms could 

not reach better values.  

The last and the biggest dataset we have a similar situation as to the 

previous one: 
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We can see that GDNM converges faster than other proposed algorithms, 

however, it takes more time per iteration to compute. 

The GDNM is a very new algorithm that was presented only at the end of 

2021 while the other two are more than 10 years ago. It is still an active area of 

search where always a space for improvement.  

The GDNM, outline of this work, was compared to the built-in algorithm 

in sklearn and showed better or the same algorithms while taking fewer steps to 

converge. This algorithm can be considered as a new option in solvers of standard 

and widely used packages such as sklearn.  
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CONCLUSIONS 

In this work first and second-order algorithms for regression problems with 

L1 regularization were considered. There was research about the lasso problem, 

and why this problem is important. After that, there was a guide on what classes 

of methods are developed to solve this problem.  

Three methods were selected which represent the most popular classes of 

methods. The theoretical formulations were given with numerical solutions 

explicitly for the lasso linear regression problem.  

The selection of the programming language was explained. For 

experiments, there were three chosen datasets that represent real problems with 

different shapes of data and various types of data. 

After all studies, three machine learning algorithms were constrained based 

on the methods listed in this work. All algorithms were tested on selected datasets 

to compare and demonstrate. 

This work can be used as a guide to solving lasso problems and as ready 

machine learning algorithms to apply straightforwardly to a specific problem. 

The work can be expanded by adding different convex loss functions to 

solve other problems such as logistic regression.  
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APPENDIX 

The programming code: 
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Відгук  

на кваліфікаційну роботу магістра на тему: «Методи першого та другого 

порядку для регресійних задач з L1 регуляризацією» студентки 2-го курсу 

магістратури факультету комп’ютерний наук та кібернетики  

Київського національного університету імені Тараса Шевченка  

Коротової Єкатєріни Сергіївни 

 

 

 

В практиці машинного навчання та аналізу даних розглядаються 

регресійні задачі з L1 регуляризацією. Задача не є тривіальною, адже пряме 

використання субградієнтних методів дає алгоритми з повільною теоретичною 

швидкістю збіжності. Популярним підходом подолання даної проблеми є 

використання проксимально-градієнтного методу та його прискореного 

варіанту, що відомий під назвою FISTA. 

В роботі Є. С. Коротової розглянуто застосування для регресійних задач 

з L1 регуляризацією нових алгоритмів: прямо-двоїстого методу Shambolle-

Pock та варіанту негладкого методу Ньютона, який у 2020 році 

запропонований Б.Ш. Мордуховичем. Було проведено ряд обчислювальних 

експериментів та продемонстровано переваги даних алгоритмів на регресійних 

задачах з L1 регуляризацією порівняно з методом FISTA. 

Якщо для негладкого методу Ньютона є теоретичні гарантії швидкої 

збіжності, то поведінка методу Shambolle-Pock потребує додаткових 

теоретичних досліджень. Це може бути предметом подальшої роботи.  

Вважаю, що кваліфікаційна робота студентки Є. С. Коротової відповідає 

усім вимогам, які висуваються до магістерських робіт, і заслуговує на оцінку 

«відмінно», а її авторка заслуговує на присвоєння кваліфікації магістра.  
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